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o Status of Networking and Grid Computing in Taiwan — Yuan Chao (NTU
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o Efficient Data IO Methods for Advanced Light Sources — Shiyuan Fu (IHEP)

o The Practice of CI/CD in Advancing the Ecosystem Development of photon
Source Software — Jianli Liu (IHEP)

o Parallel reconstruction computing on multiple Hygon GPUs for ptychography
at HEPS — Lei Wang (IHEP)

o Network infrastructure to support NanoTerasu — Mitsuaki Tsukamoto (QST

o JLAN: A backbone network of J-PARC — Tomoe Kishimoto (KEK)




Plenary session on Wednesday, June 18th

Development and Application of the HEPS Data Software
System — Yu Hu (IHEP)

https://conference-indico.kek.jp/event/293/contributions/6672/

Summary

Yu Hu presented first on the data management system for HEPS (High Energy Photon
Source), China's first high-energy synchrotron radiation facility. He explained that HEPS,
currently under construction and expected to be completed by the end of the year, will
generate massive amounts of data (reaching petabyte levels annually). Yu Hu described the
comprehensive IT architecture designed to handle this data, including online and offline data
processing systems, data management frameworks, and specialised applications. The
system includes features like unified I/O interfaces for different data formats, shared memory
for efficient data access, and scalable data processing workflows. Yu Hu mentioned that the
system has already been validated during joint commissioning, with some components
reaching their target performance values.

Introduction to HEPS (High Energy Photon Source) in China

Yu Hu introduced HEPS as China's first high-energy synchrotron radiation facility, currently
under construction and expected to be completed by the end of the year. He mentioned that
HEPS will operate with an energy of 2-300 KeV and will feature 14 beamlines initially,
accommodating up to 90 beamlines in total. Yu Hu noted that the construction of the civil
structure has been completed, and various components like radio frequency systems are
currently being installed.

Data challenges and management strategy for HEPS

Yu Hu explained the data challenges HEPS will face, noting that as a first-generation
high-energy synchrotron, it will generate significantly more data than previous facilities. He
projected that HEPS will produce more than 200 petabytes of data annually in the future. To
address these challenges, Yu Hu described the HEPS IT team's comprehensive approach,
which includes infrastructure, network computing, storage, data management, and artificial
intelligence components.

IT architecture and data processing system for HEPS

Yu Hu presented the IT architecture for HEPS, explaining how data flows from detectors
through the data acquisition system to inline storage and then to offline storage for
processing. He described both online and offline data processing systems, with the online
system working with data from primary storage and the offline system accommodating larger
data circuits. Yu Hu emphasised the importance of providing routing capabilities and
ensuring data safety throughout the process.
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Data formats and management organisation

Yu Hu detailed the data formats used at HEPS, mentioning that they follow HDF5 as a
standard format with well-defined structures. He explained that data is stored in single files
or large files, depending on volume. Yu Hu also described the data management
organisation, which includes different user groups (construction, experiments, data) and
various directories for different types of data.

Data management framework and architecture

Yu Hu presented the architecture of the data management framework (DOMAS), which
includes modules for workflow, data transfer, and data flexibility. He explained that the
domain management system facilitates data cataloguing following metadata-FAIR principles,
with metadata coming from proposal systems, user service systems, and system activities.
Yu Hu described how users can access data through online servers or download data to
their own systems.

Data framework architecture and unified I/O interface

Yu Hu explained the architecture of the data framework, which includes components for data
ageing, workflow entry, and algorithm development. He mentioned that HEPS has
implemented a unified I/O interface to handle different data formats from various beamlines.
Yu Hu described how data flows from detectors to storage systems, with larger data circuits
being processed through data servers.

Data processing and technical implementation

Yu Hu discussed the technical implementation of data processing at HEPS, explaining how
scientists can express their data processing needs. He mentioned that the system uses a
framework to scale data workflows to distributed computing clusters based on available
resources. Yu Hu noted that the system has been validated by constant testing and that they
are working to deploy it on public cloud infrastructure.

Applications and commissioning results

Yu Hu presented the applications developed for HEPS, which support most experimental
catalysts and have been deployed on the HEPS system. He mentioned that these
applications will also be used to process data from other facilities like the Beijing
Synchrotron Radiation Facility. Yu Hu described two types of assessment models for
applications: GUI-based for interactive use and dynamic batch jobs for larger computations.
He reported that joint commissioning has been successful, with some components reaching
their target performance values.

Future challenges and exploration

Yu Hu acknowledged the challenges HEPS faces in data management and processing. He
mentioned that while good progress has been made with most modules in production, they



are exploring additional solutions like FPGA acceleration for processing. When asked about
alternative extension engines, Yu Hu explained that they considered Spark but found it too
heavy with performance limitations for their specific needs.



First half of the parallel session on Thursday, June
19th

WGG6: Opening address — Go Iwai (KEK)

https://conference-indico.kek.jp/event/293/contributions/6684/

Introduction to Working Group 6 Session

Go Iwai introduced himself as one of the international convenors of Working Group 6, which
was created in 2012. He emphasised the importance of keeping the working group running
with more engagement. Ilwai mentioned that they had invited people from other scientific
domains, including NanoTerasu, to explore new collaborations. The session was structured
to include talks about network management and software development.

Session Structure and Speaker Introduction

Go lwai outlined the 200-minute session structure, which included three site reports from
KEK, ICEPP, Tokyo, and NTU, Taiwan. He mentioned that there would also be two talks
about novel software development, though one speaker (Rashim Mamatov) could not attend.
Iwai noted that there would be additional talks on components of Daisy at HEPS, China and
network management at NanoTerasu and J-PARC. Each speaker was allocated 15 minutes
for presentation and 5 minutes for Q&A.

KEK status report — Go lwai (KEK)

https://conference-indico.kek.jp/event/293/contributions/6674/

KEK Computer System Operational Status by Go Iwai

Go Iwai presented the operational status of the KEK Computer System (KEKCC). He
described the scale of KEKCC with 382K HEPscore23 with 12K CPU cores and 48
petabytes of archived data. Iwai explained that while the number of CPU cores is 20% less
than the previous system, tape and disk storage capacity have increased. The system
architecture remains similar to the previous system, providing 192 CPU cores in a single
server and 63 compute nodes.

KEKCC Utilisation and Storage

Go Iwai showed the utilisation of KEKCC by major groups, including experimental groups
and grid jobs. He noted that the system has been almost fully utilised since March, and data
volume for Belle Il raw data is increasing year by year. The system has 5 petabytes of Belle
Il raw data divided into 380 tape cartridges, with the same amount of secondary copies
shared among Belle Il raw data centres.
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Grid Service Development Status

Go Iwai summarised the grid services deployed as of September 2024. He mentioned that
all services run with redundant configuration, and some services are connected to UPS to
keep running during power outages in maintenance weeks. Iwai noted that some services
like StoRM are running on RHEL7 with ELS, and they are migrating because the price for
ELS is not cheap.

Network Infrastructure and Security Concerns

Go lwai discussed the LHCONE network, which has been operating for 15 years and has
become messy, creating security concerns. He explained the problem of sites bypassing
firewalls, which is a security issue. Iwai described a solution involving BGP routing
information with AS numbers and community tags to control site communication. He also
mentioned upgrading the trans-Atlantic link with 4x100 Gbps dedicated lines between Japan
and Europe.

Network Changes and Hardware Updates

Go Iwai mentioned upcoming changes to the network, particularly the connection between
Tokyo and Hong Kong, which will be reconfigured in December 2025. He noted that their
primary line for Asia countries will be SIngAREN, with a backup link for IX at Guam providing
100 Gbps. Iwai also discussed network hardware updates completed in July, mentioning an
issue that caused up to 10-minute disconnections to KEK multiple times.

Recent Activities and Future Prospects of the ICEPP ATLAS
Tier-2 Site — Masahiko Saito (ICEPP)

https://conference-indico.kek.jp/event/293/contributions/6680/

ICEPP Tokyo Activities and Resources by Masahiko Saito

Masahiko Saito from ICEPP Tokyo presented their centre's activities and prospects. He
explained that their centre operates the Tokyo regional analysis centre for Atlas and
Atlas-Japan, providing 11,000 CPU cores and 13 petabytes of storage for tier-2. Saito
mentioned that they also provide interactive nodes, batch nodes, and GPU resources (10
GPUs) for tier-3. He noted that they maintain high availability and reliability, with over 99%.

Recent Updates at ICEPP Tokyo

Masahiko Saito discussed recent updates at ICEPP Tokyo, including migrating their
operating system to AlmaLinux9 last year due to the end of life for CentOS 7. He mentioned
enabling token support for storage elements last year and plans to enable token support for
computing elements with ARC-CE7 upgrades. Saito also noted that they upgraded their
network connection to 100 Gbps last year from 40 Gbps.
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Network Performance and Jumbo Frame Testing

Masahiko Saito discussed network performance, noting that their route to Europe changed
last March, increasing latency from 75 milliseconds to 110 milliseconds. He explained their
testing of jumbo frames (frames larger than 1500 bytes) to improve network performance,
particularly for long-distance transfers. Saito presented results showing throughput
improvements, especially for outbound transfers to Amsterdam and Los Angeles (50%
improvement).

Cloud Resource Exploration at ICEPP Tokyo

Masahiko Saito discussed their exploration of cloud resources to complement on-premise
resources. He mentioned testing two cloud resources: Google Cloud Platform and MDX (an
academic platform). Saito explained their implementation using ARC-CE and GCP Batch for
Google Cloud, and ARC-CE and HTCondor for MDX. He noted that MDX offers better
pricing than commercial clouds and has no network charges.

Temperature Control and Hardware Procurement

Masahiko Saito discussed temperature control measures at ICEPP Tokyo, including air
conditioner replacement, as temperatures in Tokyo continue to rise. He mentioned that they
have been able to operate air conditioners with less electricity since last year, despite high
outside temperatures. Saito also discussed their next hardware procurement plans, noting
that they will increase storage from 22 petabytes to 36 petabytes in November.

Status of Networking and Grid Computing in Taiwan — Yuan
Chao (NTU)

https://conference-indico.kek.jp/event/293/contributions/6668/

Grid Computing in Taiwan

Yuan Chao presented on the status of grid computing in Taiwan, discussing two major
service providers: ASGC and NCHC. He explained that many research institutes in Taiwan
are involved in accelerator and detector physics in high-energy physics, collaborating with
various international projects. Chao mentioned that ASGC provides customised services for
medium-scale scientific computing.

ASGC Resources and Services

Yuan Chao detailed the resources provided by ASGC, which has been reconfigured to serve
as a computing facility. He mentioned that ASGC has 18K CPU cores, 52x A100, 5x L40S,
16x 4090, 48x V100, 56x 3090 GPUs, and 20 petabytes of disk storage. Chao explained that
they provide both web-based cloud services and command-line services to fit different user
needs. He noted that ASGC uses Kubernetes for on-demand services and a Ceph
distributed storage system that can handle up to 15 petabytes.
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Network and Energy Efficiency in Taiwan

Yuan Chao discussed Taiwan's national network platform, which connects universities and
research institutes with 200 Gbps fibre and 12 GigaPOPs for 500 thousand users. He
mentioned 30 Gbps connections to Chicago, LA, and Singapore. Chao also highlighted
energy efficiency improvements at ASGC, which have reduced power consumption by 20%
since 2023, partly in response to electricity unit costs increasing by 30% per year.

Status of Data Processing for Space Astronomy Satellites at
IHEP — Shuang Wang (IHEP)

https://conference-indico.kek.jp/event/293/contributions/6683/

Data Processing for Space Astronomy Satellites by Shuang Wang

Shuang Wang presented on data processing for astronomy satellites, covering various
space missions including HXMT (launched 2017), GECAM (launched 2020), and upcoming
missions like eXTP (planned 2030). Wang explained that these satellites produce massive
amounts of data - HXMT has generated approximately 3 petabytes since 2017, and eXTP is
projected to produce 8 petabytes throughout its operation.

Computing Infrastructure for Satellite Data

Shuang Wang described their computing infrastructure for satellite data processing, which
relies on HTCondor. Wang explained that they divide satellites into categories based on
timeliness requirements - satellites requiring high timeliness use real-time computing
pipelines initialised in seconds, while others use a hybrid method with dedicated nodes and
shared resources. Wang detailed their resource allocation: 3,500 CPU cores for HXMT,
2,000 for eXTP, and 1,000 for EP/FXT.

Challenges and Ongoing Work in Satellite Data Processing

Shuang Wang discussed challenges in satellite data processing, including low reusability
(separate development leading to duplication), poor modularization (highly coupled
software), high memory consumption (x10 more memory for HXMT permutation jobs), and
inflexible execution. Wang described ongoing work to address these limitations through the
development of a software framework with modules including data engine, algorithm library,
public library, satellite-dedicated library, and storage/compute resources.

Scheduling Platform and Event Tracking System

Shuang Wang mentioned the development of a scheduling platform based on an
open-source scheduler, such as Dolphinscheduler, that allows users to customize data
processing pipelines with automated scheduling. Wang noted that the platform provides
visual monitoring capabilities with color-coding to show execution status. Wang also
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described a platform, i.e. AstroBurstHub: https://www.bursthub.cn, to gather astronomical
events from various platforms to facilitate scientific research, event tracking, and historical
correlation analysis.



Second half of the parallel session on Thursday,
June 19th

Efficient Data IO Methods for Advanced Light Sources —
Shiyuan Fu (IHEP)

https://conference-indico.kek.jp/event/293/contributions/6670/

Efficient /0O methods for synchrotron light sources at HEPS

Shiyuan Fu presented on efficient data methods for synchrotron light source facilities. Fu
explained that high-energy photon software generates huge amounts of data across different
beamline stations with varying types and values, creating pressure on storage and
computing resources. To address these challenges, Fu's team designed and implemented a
data analysis software framework (Daisy) with data object management, scalable cloud
computing, and interfaces for scientific software integration. Fu focused on the data engine
component, which provides unified interfaces for different applications and supports parallel
computing.

Unified 1/O interface design and implementation

Shiyuan Fu detailed the design and implementation of a unified 1/O interface to drive
different applications and handle data from various sources and formats. The interface
unifies different application parameters and data sources through a dictionary-based
configuration system. Users only need to change values in the dictionary to switch file
formats, and the interface automatically identifies which method to use, making it easy for
applications to integrate and for users to operate.

I/O performance optimisation strategies

Shiyuan Fu discussed optimisation techniques for I/O performance, including using direct file
access to read data directly into allocated memory space to avoid time lost in data copying.
Fu's team also designed multi-stream acceleration libraries and implemented data
prefetching strategies to predict what data applications will need in the next batch, improving
processing efficiency. The system supports both serial and parallel computing approaches.

Data format conversion and streaming services

Shiyuan Fu presented a data format conversion tool designed to solve the mismatch
between detector-generated data formats (like HDF) and formats required by analysis
software. Fu also introduced a generalised high-performance streaming service platform that
uses distributed shared memory and data management tools to handle real-time data
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processing. This approach improves upon the original design, where detector data was
written directly to disk storage.

Data flow optimisation and indexing strategies

Shiyuan Fu explained data flow optimisation strategies, including connecting multiple small
data streams into one cell to reduce I/O operations. Fu also described a data storage index
construction strategy that achieves unique code data indexing based on user information,
beamline ID, and data splitting information, making it easier for users to locate their data.

Serialisation and compression techniques for data transfer

Shiyuan Fu addressed challenges in high-throughput data transmission by developing
serialisation and compression techniques. Fu's team established a unified acceleration
framework that can adaptively optimise data flow across different environments and
automatically match acceleration measures to specific beamline requirements. They
developed two custom libraries: LightPacker (Lightweight Low-Latency Serialisation
Framework) and RealCompressorLib (Near-Real-Time Lossless Compression), both
optimised for high-throughput scientific data streams.

The Practice of CI/CD in Advancing the Ecosystem
Development of photon Source Software — Jianli Liu (IHEP)

h : nference-indico.kek.jp/event/2 ntribution 77

CI1/CD for high-energy physics software development

Jianli Liu presented on Continuous Integration/Continuous Deployment (CI/CD) for photon
source software development. Liu explained that CI/CD transforms software delivery into
reliable automated pipelines, reducing human errors and improving efficiency. CI
automatically builds and tests code changes when developers commit to a shared
repository, while CD automatically deploys and validates code through production
environments. Liu contrasted traditional development models that take weeks or months to
release new versions with CI/CD's ability to test code and update software immediately after
receiving feedback.

CI1/CD workflow and implementation

Jianli Liu detailed how their CI/CD system works. Developers push code to GitLab, which
triggers build processes through webhooks. The pipeline evaluates results and modules of
branches to ensure they meet requirements. Liu showed that their system uses GitLab as
the primary interface for projects, with jobs and build queues that can be executed on a
Kubernetes cluster or Slurm nodes. The system provides detailed user permissions and
unified services for the entire development process.
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Parallel reconstruction computing on multiple Hygon GPUs for
ptychography at HEPS — Lei Wang (IHEP)

https://conference-indico.kek.jp/event/293/contributions/6682/

Parallel reconstruction computing on multiple Hygon GPUs

Lei Wang presented on parallel reconstruction computing using multiple Hygon GPUs at
HEPS. Wang explained that due to restrictions on accessing new NVIDIA GPUs in China,
they've adopted Hygon GPUs as an alternative. Wang's team developed software called
HepsPtycho that includes various algorithms and can run on both Hygon and NVIDIA GPUs.
The software features dynamic iteration and so on, and can run on single desktops and
Slurm compute nodes through OpenStack.

GPU parallel computing strategies and optimisation

Lei Wang detailed optimization techniques for parallel GPU computing, using DTK tools
(similar to NVIDIA's CUDA toolkit) to identify and resolve issues. Wang found that
communication between GPUs was causing errors in reconstruction results and
implemented forced synchronization to ensure copy operations completed before
computation began. Wang also optimised memory copies by combining multiple small copies
into one combined copy operation and applying the FWD patch to the kernel resulted in 6%
performance improvement.

GUI-backend communication architecture

Lei Wang discussed improvements to the GUI-backend communication architecture. The
team replaced the previous main process and daemon process model with a main process
and worker process model. This new approach prevents zombie processes when the main
process is killed, ensures safe GPU memory cleanup, and provides crash isolation so that
the backend GPU process continues running correctly if the GUI crashes.

Network infrastructure to support NanoTerasu — Mitsuaki
Tsukamoto (QST)

https://conference-indico.kek.jp/event/293/contributions/6681/

NanoTerasu network infrastructure

Mitsuaki Tsukamoto from NanoTerasu presented on their network infrastructure. NanoTerasu
is a synchrotron radiation facility that began operation in April 2024, currently with 10
beamlines (expandable to 28 in the future). It's operated by three organisations through a
public-private partnership. Tsukamoto explained that managing the network system requires
addressing various network subjects while ensuring stability and scalability.
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Network design and management with minimal staff

Mitsuaki Tsukamoto detailed NanoTerasu's network management approach, which relies on
Shortest Path Bridge (SPB) and redundant connections for reliability. Despite having only
two staff members managing the entire network system, they've implemented an efficient
design. The network connects to supercomputing resources, such as AOBA at Tohoku
University, allowing beamline users with AOBA accounts to access these resources.

JLAN: A backbone network of J-PARC — Tomoe Kishimoto
(KEK)

https://conference-indico.kek.jp/event/293/contributions/6675/

J-PARC information systems and network infrastructure

Tomoe Kishimoto from J-PARC presented on their backbone network, JLAN. J-PARC
provides high-intensity proton beams for various scientific experiments, including nuclear
physics, material science, and life science. The Information System Section (ISS) in J-PARC
plans, designs, manages, and operates the network and IT infrastructure, including email
and web services, while supporting information security and providing computing resources
for experiments.

JLAN network architecture and performance

Tomoe Kishimoto described JLAN (J-PARC Local Area Network), which is designed and
operated independently of KEK’s and JAEA's networks. JLAN connects J-PARC and KEK
Tsukuba with a high-bandwidth 20 Gbps connection provided by SINET6. Kishimoto
presented statistics showing increasing numbers of registered hosts and data transfer rates
between sites, noting that transfers occasionally hit bandwidth limits around 10 Gbps due to
hardware limitations.

J-PARC computing resources and data management

Tomoe Kishimoto discussed J-PARC's computing resources, particularly the KEKCC system
that started operation in September 2024. This Linux computing cluster includes about 12K
CPU cores and tape storage capacity expandable to over 100 petabytes. J-PARC
experiments have archived about 15 petabytes of tape storage. Kishimoto noted that they
preserve all experimental data in their system as permanently as possible.
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